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1 Introduction

The detection and deterrence of cartels in public procurement remain critical challenges

for competition authorities worldwide, particularly given the large volume of public funds

involved and the risk of substantial economic harm (Hortaçsu and Perrigne 2021). Public

procurement represents a significant share of Gross Domestic Product (GDP), about 12%

in developed countries and roughly 16% in Brazil, which means that manipulation schemes

can generate considerable economic losses (OECD 2019). The sensitivity and complexity of

this issue, combined with the need to keep methodologies confidential to prevent offenders

from circumventing them, make research in this area more demanding than studies on other

aspects of competition policy.

Building on this context, the study investigates collusion in the Medical and Industrial

Gases sector in Brazil, focusing on the case known as the “Medical and Industrial Gases

Cartel,” which resulted in one of the largest penalties ever imposed by the Brazilian Ad-

ministrative Council for Economic Defense (CADE). In 2010, CADE’s antitrust tribunal

unanimously convicted the six largest firms in the sector for cartel formation. The case

highlights several practices, including bid rigging in public procurement auctions, and be-

comes notable for its twists, such as convictions followed by annulments of judgments.1 This

legal trajectory raises questions about whether a binary “collusion” label constitutes a stable

ground truth over the full sample period, making approaches that require ex-ante labels

particularly delicate in this setting.

Beyond documenting empirical patterns in a single national case, our contribution is to

show that, even when traditional screening indicators based on overpricing and dispersion

weaken after enforcement, structured statistical patterns consistent with coordination can

still be detected using flexible, data-driven methods. In this sense, the Brazilian medical

1. We detail the Brazilian case in Section 3.
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gas cartel serves as a laboratory to illustrate a more general phenomenon: collusive ar-

rangements may adapt strategically to regulatory scrutiny, leaving weaker price-based traces

while preserving detectable regularities in participation intensity, bidding dynamics, and

distributional features. This empirical analysis focuses on a market that directly affects the

healthcare sector, since medical gases are essential inputs for disease treatment and dispro-

portionately impact low-income populations that depend on public healthcare systems. The

study relies on a public procurement database of medical and industrial gas contracts from

the Federal Government’s Online Procurement Portal (ComprasNet), covering the period

from January 2006 to December 2019.2

To refine our understanding of both the strategies that sustain collusive agreements and

their duration, we employ two cartel detection techniques well established in the economic

literature: an econometric screening methodology and a machine learning approach. First,

we apply a screening method to identify, a priori, suspicious behaviors that align more with a

cartel regime than with a competitive market, focusing on price indicators (Harrington 2008).

This outcome-based analysis relies on observed market results and is broadly adopted in the

literature (Porter and Zona 1993; Pesendorfer 2000; Bajari and Ye 2003; Aryal and Gabrielli

2013; Imhof, Karagök, and Rutz 2018; Bergman et al. 2020). We begin by examining the

period identified by CADE as collusive to assess whether the data reveal signs of cartel

activity in public procurement auctions. In the second approach, we integrate classical

elements of competition theory with well-established cartel screening variables and machine

learning analysis to identify potential collusion (Foremny et al. 2018; Huber and Imhof

2019; Rabuzin and Modrusan 2019; García Rodríguez et al. 2020; Imhof and Wallimann

2021; Silveira et al. 2022; Silveira et al. 2023; Brown et al. 2023; Wallimann et al. 2025).

2. Before 2006, the limited availability of data on ComprasNet renders auctions for medical and industrial
gases largely uninformative, which leads to their exclusion. The implementation of Decree No. 5.450/2005,
which regulates electronic bidding, substantially increases the number of auctions as public entities gradually
migrate their procurement processes to the platform. We restrict the data to 2019, excluding 2020 onward,
to avoid the exogenous effects of the COVID-19 pandemic, which could distort the results.
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Combining multiple cartel risk indicators substantially improves detection performance, as

different screens capture complementary aspects of collusive behavior (Fazekas et al. 2025).

Since collusion cannot be confirmed with certainty in the Brazilian medical gas sector

under study, we treat CADE’s definition of collusive and post-collusive periods, and the

distinction between accused and non-accused firms, as institutional context while refraining

from using these labels in the modeling. Rather than predicting auctions at risk of collusion,

we group them into clusters across subperiods and assess which clusters are more prone to

collusion, including identifying the winning firms in those auctions.

We follow Silveira et al. (2023) in clustering auctions using multiple statistical screens, and

we adopt the same organizing logic by selecting indicators that proxy for different bid-rigging

mechanisms. In particular, our predictors capture (i) elementary participation patterns (the

total number of companies, the total number of bids, and the average number of bids per

company), which can reveal misleading competitive dynamics (e.g., figurative participation);

(ii) a variance-based screen (coefficient of variation) to capture bid-combination practices;

and (iii) a cover-bidding screen (skewness), with kurtosis further capturing tail behavior

consistent with coordinated bid submission. Explanatory variables in these families have

been widely used in empirical studies of bid-rigging strategies, both with labeled data (Porter

and Zona 1999; Tóth et al. 2014; Huber and Imhof 2019) and in unlabeled screening settings

(Bajari and Ye 2003; Chassang et al. 2019; Kawai and Nakabayashi 2022).

To limit redundancy and enhance interpretability, we restrict attention to a small set

of theoretically grounded and complementary measures within each family of screens, fol-

lowing best practices in interpretable machine learning (Rudin 2019; Molnar 2020; Hassija

et al. 2024).3 This tailored selection also helps track how firms may sustain coordination

while circumventing standard screens – for instance through cover bidding, sham or figura-

3. We intentionally keep the feature set parsimonious and mechanism-based: adding many redundant
indicators can blur separation in unsupervised clustering and reduce interpretability (Dy and Brodley 2004;
Cai et al. 2018).
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tive participation, or bid rotation – in a setting shaped by prolonged litigation and evolving

legal assessments.

Against this background, our methodological approach allows us to show how adapting

screens to the institutional setting strengthens the identification of collusive patterns (Brown,

Eckert, and Silveira 2023). We implement this framework by combining unsupervised learn-

ing via the Gaussian Mixture Clustering Model (GMCM) (McLachlan 1982; Dempster, Laird,

and Rubin 1977; Izenman 2008), discriminant-based interpretation through Quadratic Dis-

criminant Analysis (QDA) (Williams 1982), and predictor evaluation using Permutation

Importance (PI) (Altmann et al. 2010). To connect the empirical analysis to the insti-

tutional chronology, we split the sample into three subperiods: January 2006–September

2010 (the cartel period established by CADE’s administrative proceeding), October 2010–

September 2015 (the phase in which the accused companies gradually succeed in overturning

the decision in Federal Court), and October 2015–December 2019 (after the annulment of

key rulings and the end of the cartel).

Our econometric screening provides descriptive statistical evidence consistent with the

CADE timeline: during the cartel phase, CADE-accused firms tend to submit higher reserve-

normalized bids than other suppliers, whereas in the two post-cartel subperiods their relative

bid levels decline and the differentials are consistently negative. The machine learning anal-

ysis complements this benchmark by clustering auctions within each subperiod based on

bid-intensity measures and distributional screens.4 In the cartel phase as defined by CADE

(2006–2010), auctions concentrate in a dominant cluster (62 out of 80 auctions, 78%) char-

acterized by high bid intensity and low dispersion, screening patterns commonly associated

with coordinated bidding. After 2010, the clustering no longer isolates comparably sys-

tematic distributional anomalies – such as low dispersion, negative skewness, and elevated

4. We compute the screening predictors for each contract and apply the GMCM together with QDA. The
optimal number of clusters, identified through the Bayesian Information Criterion (BIC), is two for the first
period and three for the others, yielding eight clusters overall.
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kurtosis – as primary separators of groups. Instead, the predictors that most strongly dis-

tinguish clusters relate to participation intensity and potential figurative bidding, which can

reflect either genuine rivalry or coordinated attempts to mimic it. This contrast between

the pre- and post-2010 periods is consistent with strategic adaptation after enforcement,

in which coordination (if present) leaves weaker distributional traces in standard screens

(Sanchez-Graells 2019; Wallimann, Imhof, and Huber 2023; Tas 2024).

This introduction outlines the main object of study. Section 2 reviews the related lit-

erature. Section 3 summarizes the Brazilian case. Section 4 describes the data. Section

5 details the econometric screening model and reports its results. Section 6 presents the

machine learning approach and its findings. Section 7 concludes.

2 Literature Review

Economic literature has long examined the structural conditions that support the forma-

tion and stability of cartels. As identified by Marshall, Marx, and Meurer (2012), relevant

factors include a small number of market participants, similar cost structures, high entry

barriers, product homogeneity, low price elasticity of demand, product substitutability, and

information symmetry among competitors. These structural elements create an environment

in which firms can more easily coordinate and monitor collusive agreements.

In the context of public procurement auctions, where information among competitors is

often limited, bidders typically compete by lowering prices to secure contracts. Cartels in

these auctions operate in a distinct manner. The first step involves designating the win-

ning firm for a given auction (Imhof 2017). This allocation must generate benefits for all

members over time so that each firm eventually secures contracts and maintains incentives

to participate (Marshall and Marx 2007). The second step involves setting the bid of the

designated winner and those of the losing members. As Huber and Imhof (2019) highlights,
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“cover bids” submitted by losing members must remain strategically higher than the desig-

nated winner’s bid to ensure the intended outcome. Kawai and Nakabayashi (2022) provide

empirical evidence on how bid rotation and portfolio management by cartels appear in pro-

curement auctions across several countries, illustrating the adaptive strategies used to avoid

detection and sustain agreements.

Within the screening literature, methodologies range from econometric models to descrip-

tive approaches. Advanced methods apply econometric tools such as time series analysis,

spatial models, and panel data techniques to identify behavioral patterns that may suggest

collusion. Notable contributions include studies analyzing price levels and bid distributions

(Porter and Zona 1993; Pesendorfer 2000; Bajari and Ye 2003; Bolotova, Connor, and Miller

2008; Ishii 2009; Asker 2010; Aryal and Gabrielli 2013; Tóth et al. 2014; Conley and De-

carolis 2016; Clark et al. 2018; Gabrielli and Willington 2023; Bovin 2024). Another strand

relies on simpler methods, using descriptive statistics and exploratory data analysis to focus

on pricing strategies and participation patterns that deviate from competitive behavior (Fe-

instein, Block, and Nold 1985; Esposito and Ferrero 2006; Abrantes-Metz et al. 2006; Conti

and Naldi 2008; Samà 2014; Heijnen, Haan, and Soetevent 2015; Gani 2017; Imhof 2017).5

More recent approaches increasingly apply machine learning (Beth and Gannon 2022)

and network analysis (Wachs and Kertész 2019) to cartel detection, including text-as-data

methods that capture coordination through public signals (Sheng and Vukina 2024).6 These

techniques help antitrust authorities detect collusion by identifying complex and nonlinear

patterns in auction data (Torres Berru et al. 2020; Razmi, Buygi, and Esmalifalak 2020).

Related work also applies machine-learning tools to study corruption-risk “red flags” in tender

design.7 Unlike traditional methods, they handle large and complex datasets more effectively

5. In the classical literature, game theory was also used to analyze strategic interactions in public procure-
ment auctions (Stigler 1964; Green and Porter 1984; Rotemberg and Saloner 1986; McAfee and McMillan
1992; Aoyagi 2003).

6. Although both unsupervised machine learning and network analysis are often applied in unlabeled
settings, they rely on distinct inferential objects and algorithmic pipelines.

7. For example, Decarolis and Giorgiantonio (2022) assess Italian public procurement from an ex ante
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and have motivated several studies on procurement markets (Foremny et al. 2018; Huber

and Imhof 2019; Rabuzin and Modrusan 2019; García Rodríguez et al. 2020; Imhof and

Wallimann 2021; Silveira et al. 2022; Silveira et al. 2023; Brown et al. 2023; Wallimann and

Sticher 2023; Wallimann, Imhof, and Huber 2023).

Despite this range of methodologies, no consensus exists on the most appropriate tech-

nique. Some studies emphasize price variation, others focus on structural breaks in price

levels, and some combine different moments of price distributions. A common feature is

reliance on prior information about the existence of a cartel. This reliance highlights the

difficulty of applying econometric models in practice. At the same time, the complexity

of collusive arrangements and the limits of traditional approaches explain the growing use

of machine learning. This emerging trend, supported by greater data availability, seeks to

improve detection accuracy and predictive capacity. Our work connects both to the classical

literature and to the more recent strand that integrates economic, statistical, and machine

learning elements. We use the two approaches in a complementary way: we apply an econo-

metric screening model based on price and participation indicators, in line with the classical

literature, and incorporate machine learning tools to identify nonlinear patterns and poten-

tial adaptive collusive strategies. This combination strengthens the identification of collusive

behavior by linking the economic interpretation of econometric methods with the exploratory

capacity of modern machine learning techniques.

3 The Brazilian Case

Collusion in industrial and medical gases appears in several jurisdictions and reflects in-

dustry features that ease coordination. In this section, we present Brazil’s Administrative

perspective, focusing on how tender-design features predict follow-on corruption at the awarding stage. This
objective and outcome differ from bid-rigging/collusion screening based on bid distributions and bidding
dynamics, so this line of work is complementary rather than methodologically comparable to our collusion-
detection framework.
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Case 8012.009888/2003-70 and summarize its key events, which involve the country’s largest

producers and lead to a major CADE sanction later annulled by the courts.8

Brazil’s medical and industrial gas market is highly concentrated, with six major com-

panies (White Martins, AGA, Air Liquide Brasil, Air Products Brasil, Indústria Brasileira

de Gases, and Linde Gases) holding near-total control of supply. In 2003, the Secretariat of

Economic Law (SDE) initiates Administrative Case 8012.009888/2003-70 after anonymous

phone calls and customer complaints raise concerns over anticompetitive practices. With

judicial authorization, authorities conduct wiretaps and searches at company headquarters,

uncovering documents and recordings that indicate systematic collusion.

The evidence points to a wide-ranging scheme: (i) firms allocate customers and regions

using internal spreadsheets, effectively dividing the national market; (ii) they maintain a

non-aggression pact, known as the Golden Rules, backed by a compensation fund called

the Current Account to ensure stability; (iii) they rig both public tenders and private bids

for hospitals and hospital networks; (iv) they segment gas resellers by brand; and (v) they

impose minimum price tables, including in the growing homecare market. These practices,

according to SDE and later CADE, grant the group monopolistic power over prices and

restrict competition nationwide.

In September 2010, CADE’s tribunal unanimously convicts the six firms and imposes fines

totaling approximately US$1.65 billion, one of the largest penalties in Brazilian antitrust

history. However, starting in 2011, the companies appeal to the Federal Court, claiming pro-

cedural irregularities, particularly limited access to case records by the defense. In 2015, the

Federal Court annuls CADE’s decision, arguing that the investigation relied excessively on

anonymous tips without adequate supporting actions. CADE challenges this interpretation,

emphasizing that the anonymous complaint merely triggered judicially authorized wiretaps

8. Appendix A provides a brief overview of international cases. It is noteworthy that many of the firms
convicted of collusion in other jurisdictions are the same as those sanctioned in Brazil.
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and subsequent investigative steps that independently confirmed collusion.

The legal battle continues for over a decade. In 2021, CADE escalates the case to the

Supreme Federal Court (STF), arguing for the validity of the conviction and defending the

nature of the evidence. In 2022, the STF issues a final ruling upholding the annulment,

reaffirming its jurisprudence that evidence declared null cannot be used against defendants.

Figure 1 summarizes this trajectory, from the initial complaint to the ultimate decision.

Figure 1: Timeline of the Legal Process

This sequence of convictions and annulments generates intense debate among regulators,

courts, and legal scholars, highlighting both the complexity of antitrust enforcement and

the limits of legal processes in cartel cases. Notably, despite the case’s prominence, no

empirical study has evaluated bidding behavior in this market. Our work fills this gap by

providing statistical evidence on auction dynamics. Importantly, in line with Brazilian and

international antitrust jurisprudence, identifying signs of collusion does not equate to a legal

finding of guilt. Our results should therefore be understood as analytical, offering evidence

to support enforcement but not to substitute for judicial determinations.
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4 Database

We base our empirical analysis on data from ComprasNet, the electronic bidding platform

of the Brazilian Federal Public Administration.9 The dataset covers 1,568 auctions held

between January 2006 and December 2019, with 4,523 proposals and 29,730 bids submitted

by 194 firms. Table 1 reports the distribution of auctions, proposals, and bids by year. About

15% of auctions occur during the potential cartel period and 85% afterward. On average,

each auction receives 2.88 proposals ("phase 1" of the auction) and 18.96 bids ("phase 2").

Table 1: Total and Accumulated Frequency of Auctions, Proposals, and Bids
Cumulative Cumulative Cumulative

Total of Frequency (%) Total of Frequency (%) Total of Frequency (%)
Period Year Auctions Auctions Proposals Proposals Bids Bids

2006 47 - 152 - 1,041 -
2007 23 4.464% 61 4.709% 562 5.392%

Cartel 2008 28 6.250% 73 6.323% 928 8.513%
2009 55 9.758% 143 9.485% 2,009 15.271%
2010 82 14.987% 205 14.017% 2,095 22.318%

2011 72 19.579% 230 19.102% 2,029 29.142%
2012 83 24.872% 201 23.546% 1,484 34.134%
2013 130 33.163% 384 32.036% 2,545 42.694%
2014 127 41.263% 380 40.438% 2,614 51.487%

Pós-Cartel 2015 187 53.189% 552 52.642% 3,632 63.703%
2016 218 67.092% 688 67.853% 3,340 74.938%
2017 227 81.569% 699 83.308% 3,297 86.028%
2018 156 91.518% 420 92.593% 2,059 92.953%
2019 133 100.00% 335 100.00% 2,095 100.00%

Total Todos 1,568 - 4,523 - 29,730 -

ComprasNet auctions are conducted under the pregão eletrônico (electronic reverse auc-

tion) format. Firms first submit initial proposals for each lot and, conditional on participa-

tion, may submit multiple descending bids during an open negotiation stage (“phase 2”). In

this stage, each new bid must improve upon the standing best offer (i.e., undercut the current

leading bid), bids are time-stamped, and the session ends according to a sudden-closing rule

9. Appendix B details the data-extraction pipeline and the steps used to standardize, validate, and struc-
ture the dataset. It also documents the key procurement fields we recover from ComprasNet – including
reserve prices and bid histories – and the data transformations used in the empirical analysis. Beyond doc-
umenting our process, this serves as a practical guide for researchers facing similar platform, CAPTCHA,
and scraping constraints. Thanks to André Menegatti and Raquel Boesso for their help with data scraping.
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within a predetermined window (with a random ending moment); moreover, bids are placed

manually (there is no proxy bidding mechanism). These institutional features shape within-

auction bid dynamics and therefore influence bid-intensity measures as well as distributional

moments (e.g., CV, skewness, and kurtosis). Accordingly, when these statistics are used as

screening predictors, they are interpreted conditional on the pregão rules and comparatively

across tenders and subperiods.10

To ensure comparability, all quantities are converted to cubic meters (m3), and all mon-

etary values are deflated to January 2010 prices using the Broad Consumer Price Index

(IPCA) from the Brazilian Institute of Geography and Statistics (IBGE). The dataset in-

cludes information on auction dates, bidders, municipalities, product codes, bid values, re-

serve prices, submission times, requested quantities, winners, and final transaction values.

Because bidder identities are observed for all phase-2 participants (including losing bidders),

we also examine basic bidder-identity patterns that speak to repeated interaction among the

CADE-accused firms (Appendix C). Across subperiods, co-bidding is concentrated in a small

number of recurring pairs and bidder sets, indicating that procurement auctions are often

contested by a relatively stable core of accused suppliers; however, this repeated interaction

is not uniform across the accused group, with some firms appearing much less frequently

in the leading co-bidding pairs. These descriptive patterns provide relational context for

interpreting the auction-level screening predictors and the cluster we discuss in Section 6.

To explore spatial and temporal patterns, Figure 2 maps the geographic distribution of

winners, distinguishing between firms accused of collusion and those not accused by CADE.

Firms identified as cartel participants win contracts across most states, while non-accused

firms are concentrated in fewer regions. Figure 3 shows how these shares evolve over time.

Before CADE’s 2010 conviction, accused firms dominate the auctions. Afterward, their share

10. Section 6.2 discusses in more detail how the predictors relate to bid-rigging mechanisms and how auction
mechanics shape their interpretation.

12



declines, but they continue to secure most contracts, while non-accused firms participate

more often but rarely win. These patterns set the stage for the econometric and machine

learning analyses that follow, moving from simple observations toward statistical evidence

to assess whether bidding behavior aligns more with competitive or coordinated markets.

Figure 2: Geographic Distribution of Auction Winners (2006–2019)

Figure 3: Annual Proportion of Auctions Won by Cartel and Non-Cartel Firms

13



5 Reduced-Form Screening Regression

This section presents a screening exercise based on bid-level data from ComprasNet. The

aim is not causal identification, but to provide a transparent benchmark on whether reserve-

normalized bids exhibit patterns that are consistent with coordination during the period

defined by CADE as the cartel period, and how these patterns change afterward. The

econometric analysis summarizes average differences in bidding behavior by firm type and

subperiod. This benchmark is useful but inherently limited: it imposes linearity and focuses

on mean shifts, whereas cartel behavior may manifest through changes in within-auction bid

dynamics and bid distributions. For this reason, in Section 6 we complement the evidence

with an unsupervised learning approach that groups auctions using auction-level distribu-

tional screens and bid-intensity measures.

Because suppliers repeatedly meet across tenders in this market (see Appendix C), ob-

servations are unlikely to be independent across bids and over time. We therefore adopt

conservative inference and allow accused firms’ bidding behavior to vary flexibly over the

institutional chronology by interacting the accused-firm indicator with post-2010 subperiod

dummies. Standard errors are heteroskedasticity-robust and two-way clustered at the firm

and auction levels, allowing arbitrary correlation within firms over time and within auctions

across bidders.

5.1 Baseline Regression Specification

Following the screening literature in antitrust economics (Porter and Zona 1993; Pesendorfer

2000; Bajari and Ye 2003; Jakobsson 2007; Aryal and Gabrielli 2013; Imhof, Karagök, and

Rutz 2018; Bergman et al. 2020), we estimate the following regression by OLS, allowing the

accused–non-accused bid differential to vary across subperiods:
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log

(
bic
rc

)
= α + β FirmCarteli +

∑
p

γp PostPeriodp

+
∑
p

δp (FirmCarteli × PostPeriodp) +X′
icθ + µs + λt + ρr + εic,

(1)

where bic is the bid submitted by firm i in contract (lot) c, and rc is the reserve (reference)

price set by the contracting authority. The dependent variable is the log of the normalized

bid.11 FirmCarteli is an indicator equal to one if the firm belongs to the set accused by

CADE in the administrative case. PostPeriodp denotes indicators for the two post-2010

subperiods: October 2010–September 2015 and October 2015–December 2019.12 The in-

teraction terms FirmCarteli × PostPeriodp allow the relative behavior of accused firms to

change after CADE’s 2010 decision. The vector Xic includes contract- and auction-level con-

trols commonly used in econometric screening (e.g., the number of competitors, contracted

quantity or lot complexity proxies, and a measure of the firm’s competitive position).13 We

also include product fixed effects µs, time fixed effects λt, and region fixed effects ρr to absorb

unobserved heterogeneity across items, over time, and across geographic markets. Standard

errors are heteroskedasticity-robust and two-way clustered at the firm and auction levels.

We do not include firm fixed effects in the main specification.14 This choice reflects

the role of the regression as a screening benchmark: it summarizes conditional differences

aligned with the institutional grouping (accused vs. non-accused) rather than aiming to

isolate within-firm variation for causal interpretation.

11. Normalizing bids by rc improves comparability across contracts with very different levels and reduces
scale-driven heteroskedasticity; the log transformation further limits the influence of extreme values.

12. The post-2010 split follows the legal chronology summarized in Figure 1.
13. These controls summarize observable competitive conditions at the bid level; in Section 6 we complement

them with auction-level predictors constructed from the full bid distribution and bid intensity, which are
designed to capture within-auction dynamics beyond mean shifts.

14. Unlike Lima and Resende (2021), we do not include firm fixed effects because the parameter of interest
is precisely the average differential behavior of the accused group relative to other suppliers; saturating the
model with firm dummies would mechanically absorb this cross-firm contrast.
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5.2 Evidence from the screening regressions

Table 2 reports results for the pregão eletrônico negotiation stage (Phase 2), where firms may

submit multiple descending bids and bid revisions. Columns (1)–(8) progressively add con-

trols, fixed effects, and interaction structure, allowing us to assess whether the key patterns

are stable across specifications.

Table 2: Econometric Results with Two-Way Clustered Standard Errors (Firm × Auction)
(1) (2) (3) (4) (5) (6) (7) (8)

Constant -0.384*** - -0.139* - -0.109 - -0.205* -
(0.045) - (0.082) - (0.085) - (0.087) -

Firm.Cartel 0.135* 0.031 0.129* 0.023 0.137* 0.030 0.084 0.023
(0.057) (0.049) (0.059) (0.044) (0.058) (0.047) (0.062) (0.043)

Post.Cartel.2010.to.2015 -0.152** 0.183* -0.142* 0.206* -0.140* 0.218* -0.113* 0.230**
(0.055) (0.085) (0.057) (0.091) (0.056) (0.093) (0.059) (0.079)

Post.Cartel.2015.to.2019 -0.379*** 0.290** -0.364** 0.305** -0.362*** 0.316** -0.331*** 0.323**
(0.054) (0.108) (0.058) (0.113) (0.058) (0.115) (0.061) (0.100)

Firm.Cartel x Post.Cartel.2010.to.2015 -0.213** -0.086 -0.214** -0.080 -0.220** -0.084 -0.186** -0.091*
(0.064) (0.056) (0.067) (0.052) (0.067) (0.054) (0.070) (0.050)

Firm.Cartel x Post.Cartel.2015.to.2019 -0.224*** -0.159** -0.228** -0.157** -0.240*** -0.164** -0.177* -0.148**
(0.065) (0.056) (0.068) (0.055) (0.069) (0.058) (0.072) (0.053)

Number of competitors - - -0.193*** -0.214*** -0.158** -0.192*** -0.152** -0.185***
- - (0.051) (0.046) (0.050) (0.043) (0.049) (0.042)

Number of items - - - - -0.009* -0.006 -0.008* -0.005
- - - - (0.004) (0.004) (0.004) (0.004)

Winner.Year - - - - - 0.526*** 0.458***
- - - - - (0.149) (0.136)

FE.Time No Yes No Yes No Yes No Yes
FE.Product No Yes No Yes No Yes No Yes
FE.Region No Yes No Yes No Yes No Yes

R-Squared 0.364 0.345 0.362 0.343 0.361 0.342 0.357 0.340
F-Statistic 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
Observations 19,889 19,889 19,889 19,889 19,889 19,889 19,889 19,889

Note 1: * p < 0.10, ** p < 0.05, *** p < 0.01
Note 2: Standard errors (in parentheses) are heteroskedasticity-robust and two-way clustered at the firm and auction.

The interpretation is straightforward and corresponds closely to the institutional chronol-

ogy. The coefficient β on FirmCarteli captures the average difference in normalized bids

between accused and non-accused firms during the reference subperiod (2006–September

2010, the period defined by CADE as the cartel period). The interaction coefficients δp then

measure how this accused–non-accused differential shifts in each post-2010 subperiod.15

Throughout the specifications, the signal pattern is consistent across most models. First,

β is positive in the cartel-period baseline, indicating that accused firms submit higher reserve-

normalized bids than other suppliers during 2006–2010, conditional on the included controls

15. Equivalently, the accused–non-accused gap in subperiod p is β + δp. Throughout, we use 1{·}-type
indicators (rather than relying on ex-ante “collusion” labels) and interpret the coefficients as conditional
associations aligned with the legal timeline.
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and fixed effects (though the magnitude is modest and in some specifications only weakly

significant). Second, the interaction terms, denoted by the parameter δp, for the post-2010

periods are negative and statistically significant in the columns, indicating that the drop

in normalized bids after 2010 is more pronounced among the accused firms than among the

non-accused firms.16 The estimated effects for the main controls are consistent with standard

competitive intuitions: holding other observables fixed, auctions with more competitors tend

to exhibit lower reserve-normalized bids, and our proxy for a firm’s competitive position

(Winner.Year) enters positively and is statistically significant in the richer specifications,

consistent with persistent concentration and structural advantage in this sector.

Two additional points help delimit what this evidence can and cannot support. First,

results from Phase 1 (initial proposals) are weaker than Phase 2, so we focus on the nego-

tiation stage where bid adjustments and strategic responses are most visible.17 Second, we

explored a residual-correlation approach that infers coordination from correlated pricing er-

rors among accused firms within the same auction (Bajari and Ye 2003; Imhof, Karagök, and

Rutz 2018). While Pearson and Spearman tests typically reject conditional independence at

conventional levels, such correlations can also arise from similar costs or shared constraints,

so we treat them as suggestive only and do not pursue that route further.18

Importantly, none of these regressions establishes that collusion ended after 2010. More

aggressive bidding by accused firms can reflect multiple mechanisms: strategic adaptation to

enforcement risk, temporary underpricing, changes in contract mix, or persistent structural

advantages in production and logistics. For this reason, we interpret the OLS coefficients

as descriptive, reduced-form associations that align with the institutional chronology rather

16. Appendix D complements the regressions with (i) a time-profile figure of normalized bids that makes the
2010 break visually transparent and (ii) a simpler split-sample specification used as a robustness benchmark.

17. We tested an alternative specification using Phase 1 bids; the results are weaker than those obtained
for Phase 2 and are omitted for brevity.

18. Pearson and Spearman tests reject conditional independence at the 5% level in most cases, suggesting
moderate to high positive correlation among residuals of accused firms within auctions. However, this pattern
is also consistent with similar cost structures and common shocks, so it is not diagnostic of collusion by itself.
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than as causal evidence of cartel dissolution. This motivates the next step of the paper:

Section 6 shifts the unit of analysis from bid-level averages to auction-level patterns and

uses unsupervised learning to identify heterogeneous bidding regimes based on bid-intensity

measures and distributional screens, which can capture changes in within-auction behavior

that a linear benchmark may miss.

6 Machine Learning Screening

Building on the econometric screening results, this section shifts the focus from average

bid-level associations to auction-level patterns of interaction combining statistical indica-

tors with machine learning methods.19 We use indicators derived from bid distributions in

public procurement auctions as predictors in machine learning models, with the objective

of distinguishing competitive from collusive environments. Each indicator captures a dis-

tinct dimension of bidding behavior, and their joint application allows us to detect multiple

manipulation strategies within a single framework.20

6.1 Algorithms

Most recent studies on cartel detection rely on supervised learning, where labeled data allow

researchers to train predictive models and classify auctions as collusive or competitive. In

this context, models such as Neural Networks, Random Forests, Support Vector Machines,

Lasso, Ridge, and Ensemble methods are commonly applied (Huber and Imhof 2019; Imhof

and Wallimann 2021; Rodríguez et al. 2022; Silveira et al. 2022). These approaches require

a binary outcome variable to indicate whether collusion is present.

19. A detailed description of the Gaussian Mixture Clustering Model (GMCM), Quadratic Discriminant
Analysis (QDA), and Permutation Importance (PI) is provided in Appendix E.1–E.3.

20. Simple statistical methods often fail to uncover complex bidding patterns; by contrast, approaches that
exploit high-dimensional data in combination with modern algorithms offer greater effectiveness in identifying
collusive practices (Brown et al. 2023).
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In our case, collusion cannot be confirmed with certainty, so we do not impose ex-ante

labels. Instead, we adopt a framework that integrates unsupervised and supervised learning.

We first use unsupervised learning to uncover patterns of potential collusion directly from

the predictors by forming clusters. We then apply supervised learning to evaluate these

clusters, interpret the role of each predictor, and distinguish groups that are more likely

to reflect collusive agreements. To this end, we combine the Gaussian Mixture Clustering

Model (GMCM) and Quadratic Discriminant Analysis (QDA). The choice of GMCM and

QDA reflects their shared Gaussian assumptions, which provide internal consistency be-

tween clustering and classification. In summary, the procedure unfolds in four steps. First,

we implement GMCM using the Bayesian Information Criterion (BIC) to determine the

optimal number of clusters, where lower values indicate a closer approximation to the true

distribution. Second, we use the GMCM labels as the target variable in QDA, ensuring

methodological coherence through their shared Gaussian mixture assumption. Third, we

apply Permutation Importance (PI) to rank the predictors that drive the clustering. Fourth,

we interpret the most relevant predictors and group characteristics to assess whether the

behavior aligns with collusion or competition.21

6.2 Predictors

In a machine learning framework, predictors, also called features, serve as the basis for the

model to uncover patterns and form groupings. In econometrics, we refer to them as in-

dependent variables, since they describe observable characteristics that explain variation in

outcomes of interest. In this study, the predictors capture different dimensions of bid distri-

butions and reveal strategies that may indicate manipulation. We ground each predictor in

21. This strategy follows Silveira et al. (2023), who also show that the framework is not algorithm-dependent
or data-specific: similar results emerge when combining alternative methods, such as K -means with Logit,
and the same approach successfully detects collusion in different contexts, including retail markets. This
evidence supports the robustness of the method and motivates its application to the medical gases sector.
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economic reasoning and draw directly from established screening practices in the antitrust

literature. For clarity, we classify them into two categories: statistical predictors and elemen-

tary predictors. Because these predictors are computed from within-auction bidding, their

interpretation is conditional on the pregão eletrônico rules on ComprasNet (a proposal stage

followed by a descending-bid negotiation stage with manual entry and sudden closing), which

can shape bid intensity and distributional moments even in competitive settings (see Sec-

tion 4). Importantly, we compute the screening predictors using the full set of time-stamped

phase-2 submissions in each auction (including losing bids and bid revisions), so unsuccessful

participation directly enters both the bid-intensity measures and the distributional moments.

The statistical predictors focus on the bid distribution. The coefficient of variation (CVc)

measures relative price dispersion, defined as the ratio of the within-auction standard de-

viation of bids to their mean. It is often lower during collusive periods because coordina-

tion can both compress dispersion across submitted bids and raise the average bid level,

thereby reducing this scale-adjusted measure of variability (Feinstein, Block, and Nold 1985;

Abrantes-Metz et al. 2006; Levenstein and Suslow 2006). Kurtosis (Kurtc) captures the de-

gree of concentration of bids around the mean. Higher values can be consistent with tighter

clustering of bids around a focal price, whereas lower values reflect greater dispersion, typ-

ical of more competitive bidding. Skewness (Skewc) signals asymmetry in the distribution.

In competitive environments, bids tend to distribute more evenly around the equilibrium

price, whereas under collusion they may shift in ways that generate asymmetric distributions

(Imhof, Karagök, and Rutz 2018). These three predictors are standard distributional screens

used to capture variance-reduction, concentration, and asymmetry patterns that have been

associated with bid-rigging strategies (Huber and Imhof 2019). At the same time, under the

pregão format, the improvement rule and late undercutting can mechanically compress dis-

persion and induce bunching near the final price; for this reason, we interpret these statistics

comparatively across tenders and subperiods within the same institutional environment.
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The elementary predictors capture the role of so-called figurative bidders – firms that

participate without the intention of winning, aiming instead to simulate competition (Bhar-

gava, Jenamani, and Zhong 2005; Tóth et al. 2014; Silveira et al. 2023). Total.Companiesc

counts the number of firms submitting bids in auction c. Although more participants usually

imply stronger competition, collusive environments can display limited entry while still coor-

dinating outcomes. Total.Bidsc measures the total number of bids placed by all participants.

Both an unusually high number of repeated bids from the same firm and a high incidence

of single bids may signal strategic attempts to mimic competitive pressure. Average.Bidsc,

defined as the ratio of total bids to the number of firms, complements this measure by captur-

ing coordination strategies across participants. Under the pregão mechanism, bid-intensity

measures are also affected by manual entry and the sudden-closing rule, which can gener-

ate bursts of late bidding; accordingly, we treat them as screens that are informative about

bidding dynamics but not, on their own, definitive evidence of collusion.

Table 3 reports descriptive statistics for these predictors. For statistical predictors, the

coefficient of variation is lower in the cartel period than in the post-cartel periods, consistent

with reduced dispersion under coordination. Kurtosis remains positive and relatively stable

across subperiods, indicating persistent bid concentration. Skewness shifts from negative

during the cartel phase to positive immediately after CADE’s ruling, before turning nega-

tive again once annulments occur, suggesting changes in bidding patterns over time.22 For

elementary predictors, Total.Companiesc remains lower on average during the cartel period,

while both Total.Bidsc and Average.Bidsc reach higher values, which is consistent with the

possibility of figurative bidding to simulate competitive dynamics. Overall, the patterns in

both sets of predictors are consistent with behaviors documented in the bid-rigging screening

literature, interpreted in light of the pregão auction rules.

22. See Appendix F for additional discussion of the statistical predictors.
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Table 3: Descriptive Statistics of the Predictors
Mean Median Standard Deviation Minimum Maximum Sample

January 2006 to September 2010

Total.Companiesc 3.50 3 0.68 3 5 80
Total.Bidsc 36.33 18.50 40.74 4 203 80
Average.Bidsc 10.80 4.88 12.80 1.33 67.67 80
CVc 0.17 0.17 0.10 0.00 0.39 80
Skewc -0.04 -0.03 0.83 -2.45 2.24 80
Kurtc 2.30 2.00 1.53 -4.01 7.87 80

October 2010 to September 2015

Total.Companiesc 3.57 3 0.81 3 9 288
Total.Bidsc 25.50 19 24.38 4 141 288
Average.Bidsc 7.18 5 6.61 1.33 36.67 288
CVc 0.21 0.20 0.12 0.00 0.53 288
Skewc 0.02 -0.01 0.75 -2.34 2.38 288
Kurtc 2.35 2.01 1.46 -3.49 8.69 288

October 2015 to December 2019

Total.Companiesc 3.66 3 0.81 3 7 424
Total.Bidsc 14.69 10 15.62 4 120 424
Average.Bidsc 4.06 2.67 4.20 1.33 30 424
CVc 0.24 0.24 0.14 0.00 0.67 422
Skewc -0.25 -0.20 0.83 -2.45 1.71 424
Kurtc 2.25 1.96 1.36 -2.02 8.76 424

6.3 Machine Learning Results

The integration of GMCM with QDA and PI allows us to group and interpret the auctions

without imposing ex-ante labels of collusion or competition. GMCM first forms clusters of

auctions with similar characteristics. In the supervised stage, we use QDA to fit a model

based on the GMCM labels, which makes it possible to evaluate how each predictor con-

tributes to the separation of groups. PI complements this step by ranking the predictors

according to their influence on the clustering. Together, QDA and PI allows us to interpret

the clusters and identify the predictors most strongly associated with collusive patterns.23

We determine the optimal number of clusters in each subperiod using the Bayesian Infor-

mation Criterion (BIC). Lower BIC values indicate a closer fit to the underlying distribution.

23. All codes and databases are available at https://doi.org/10.5281/zenodo.18407984
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As shown in Figure G.1 (Appendix G), the BIC suggests two clusters in the first subperiod

(2006–2010), while three clusters best fit the data in the subsequent periods (2010–2015 and

2015–2019). Altogether, we obtain eight groupings across the three subperiods.24,25 Table 4

presents the average values and standard deviations of the predictors in each cluster.

Table 4: Average Values of Predictors by Clusters in Subperiods
2006 to 2010 2010 to 2015 2015 to 2019

Cluster 1 2 3 4 5 6 7 8

Total.Companiesc 3.56 3.48 3.59 3.43 3.59 3.84 3.57 3.66
(0.70) (0.67) (0.87) (0.63) (0.81) (0.87) (0.73) (0.82)

Total.Bidsc 19.56 41.19 20.71 34.77 26.54 17.74 15.65 13.07
(17.34) (44.24) (14.46) (36.31) (25.74) (19.52) (16.01) (13.77)

Average.Bidsc 5.60 12.31 5.90 9.57 7.48 4.71 4.48 3.58
(5.21) (13.94) (3.97) (8.67) (7.24) (5.22) (4.45) (3.59)

CVc 0.16 0.18 0.21 0.24 0.21 0.24 0.22 0.25
(0.11) (0.10) (0.11) (0.13) (0.13) (0.15) (0.14) (0.15)

Skewc -0.12 -0.02 0.05 0.08 -0.00 -0.11 -0.15 -0.35
(0.71) (0.87) (0.62) (0.64) (0.84) (0.75) (0.83) (0.84)

Kurtc 2.03 2.38 2.14 2.29 2.47 2.02 2.39 2.24
(1.02) (1.64) (1.13) (0.93) (1.68) (1.08) (1.33) (1.44)

Auctions 18 62 94 30 164 68 135 221

Note: Standard deviation in parentheses.

In the cartel period (2006–2010), cluster 2 displays features consistent with collusion:

fewer firms per auction, a higher number of total bids, and more bids per firm, combined with

low variation, moderate kurtosis, and less negative skewness. These characteristics reflect

typical cartel strategies, such as the use of figurative bidders to simulate rivalry. Cluster 1

in the same subperiod also shows relatively low variation and negative skewness, though the

evidence is less pronounced when compared with cluster 2. During the first post-cartel phase

(2010–2015), none of the three clusters show consistent signals of collusion. The observed

24. Before running the algorithms, we standardize all predictors, a common procedure in machine learning
applications. The standardization step uses a Z-score transformation (mean-centered and divided by the
standard deviation). For details, see Python documentations for sklearn.preprocessing.StandardScaler.

25. For the 2006–2010 period, which includes only 80 auctions, we select two clusters based on parsimony:
although the BIC values for two and three clusters are close, adding an additional cluster would unnecessarily
increase complexity with such a small sample. For 2010–2015, the BIC criterion clearly favors three clusters.
For 2015–2019, both two and three clusters fit the data, but given the larger sample size (424 auctions) and
the lower BIC, we adopt three clusters.
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averages are not easily associated with a clear behavioral pattern, suggesting that firms do not

systematically manipulate bids in this period. In the second post-cartel phase (2015–2019),

where we analyze 424 contracts, the results are similar. Although skewness remains negative

in some clusters — potentially suggesting bid rigging — the other predictors do not support

a clear classification of collusive behavior.

Overall, the results suggest that only clusters 1 and 2 in the first subperiod show patterns

compatible with collusion. Cluster 2 is particularly relevant: out of 80 contracts, 62 (78%)

fall into this group, displaying signs of systematic coordination. These findings are consistent

with the literature on bid-rigging cartels, which identifies low dispersion, negative skewness,

and high bid intensity as common statistical indicators of collusion (Porter and Zona 1993;

Pesendorfer 2000; Abrantes-Metz et al. 2006; Tóth et al. 2014; Huber and Imhof 2019; Imhof

and Wallimann 2021; Silveira et al. 2023).

Table 5 reports the number and proportion of contracts won by firms accused of collusion

by CADE. These firms dominate the results across all periods, and in some clusters they

secure all contracts. The share of non-accused firms rises slightly after 2010, but the increase

remains marginal. Even when these firms participate, they rarely win, underscoring the

sector’s persistent concentration and the limited competitive strength of non-accused bidders.

Finally, we apply PI to assess the contribution of each predictor in explaining the GMCM

clusters through QDA. The results, reported in Table 6, show that the elementary predictors

— Average.Bidsc, Total.Bidsc, and Total.Companiesc — consistently carry the greatest

weight across all subperiods, indicating that participation intensity and the number of active

firms drive most of the clustering. In contrast, the statistical predictors (CVc, Skewc, and

Kurtc) matter only in the 2006–2010 period, with their importance dropping to nearly zero

in the subsequent years. This distinction is meaningful. While high levels of Average.Bidsc,

Total.Bidsc, and Total.Companiesc may reflect genuine competition, they can also signal

simulated bidding designed to mimic competitive pressure. By comparison, low values of
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CVc, negative skewness, and elevated kurtosis align more closely with distortions typically

associated with collusive practices.

Table 5: Winning Suppliers by Clusters

Is the Winner Accused of Collusion by CADE?

January 2006 - September 2010 Cluster 1 Cluster 2 Total

Yes No Yes No Yes No
Auctions 18 0 55 7 73 7

(100%) (0%) (88.70%) (11.30%) (77.50%) (12.50%)

October 2010 - September 2015 Cluster 3 Cluster 4 Cluster 5 Total

Yes No Yes No Yes No Yes No
Auctions 81 13 29 1 139 25 249 39

(86.17%) (13.83%) (96.66%) (3.34%) (84.75%) (15.25%) (86.45%) (13.55%)

October 2015 - December 2019 Cluster 6 Cluster 7 Cluster 8 Total

Yes No Yes No Yes No Yes No
Auctions 59 9 126 9 181 40 366 58

(86.76%) (13.24%) (93.34%) (6.66%) (81.90%) (18.10%) (86.32%) (13.68%)

Table 6: Most Relevant Predictors by PI
January 2006 October 2010 October 2015

to September 2010 to September 2015 to December 2019

Predictors Ranking Weight Ranking Weight Ranking Weight

Total.Bidsc 1º 0.3805 ± 0.0328 2º 0.5172 ± 0.0062 2º 0.6312 ± 0.0073
Average.Bidsc 2º 0.3694 ± 0.0351 1º 0.5205 ± 0.0055 1º 0.6428 ± 0.0056
Kurtc 3º 0.1291 ± 0.0405 4º 0.0097 ± 0.0113 5º 0.0000 ± 0.0002
Skewc 4º 0.1050 ± 0.0376 5º 0.0029 ± 0.0045 6º 0.0000 ± 0.0000
Total.Companiesc 5º 0.0883 ± 0.0244 3º 0.2778 ± 0.0172 3º 0.3822 ± 0.0168
CVc 6º 0.0237 ± 0.0170 6º -0.0109 ± 0.0085 4º 0.0003 ± 0.0011

Note: The reported weights represent the average increase in prediction error when each predictor is permuted, with
standard deviations based on 1,000 runs. The metric of predictive performance is balanced accuracy. Higher weights
indicate greater importance for distinguishing cluster membership. Negative values, as observed for CVc in 2010–2015,
suggest no meaningful contribution (or potential noise) to the model’s predictive performance.

Read together with the bidder-identity diagnostics (Appendix C), the PI patterns suggest

a shift in how bidding behavior differs across auctions rather than a shift in who competes.

The appendix shows that CADE-accused firms continue to face a relatively stable set of rivals

across subperiods, with recurring co-bidding pairs and bidder sets. Against that background,

it is natural that the distributional screens (CV, skewness, kurtosis) concentrate their ex-

planatory power in 2006–2010, while post-2010 clustering is driven mainly by participation
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intensity and bid-submission dynamics. Importantly, this does not imply that coordination

disappears after 2010: because figurative bidding is inherently ambiguous and because cartels

may adapt once enforcement and screening become salient, the reduced role of distributional

moments after 2010 is better interpreted as consistent with strategic adjustment and weaker

statistical traces, rather than as definitive evidence of cartel absence.

7 Conclusion

This study examines suspected collusion in Brazil’s medical and industrial gases sector using

public procurement auction data from 2006–2019. We combine an econometric screen with

unsupervised clustering to characterize bidding patterns across the cartel and post-cartel

phases. The two approaches are complementary: the econometric screen summarizes period-

specific average bid differentials aligned with the CADE timeline, while clustering shows that

the cartel phase concentrates in an auction regime with stronger screening signals and that

post-2010 regimes display fewer systematic distributional anomalies – suggesting strategic

adjustment following enforcement.

Our approach also has limitations. We interpret statistical indicators using mechanisms

documented in the screening literature, but procurement settings differ and no single screen

is universally diagnostic. These tools do not substitute for legal proof and should inform –

rather than determine – enforcement decisions. Future work can strengthen external validity

by benchmarking models on well-documented international bid-rigging cases and applying

them to other procurement markets to generate earlier and more robust risk signals.

What do we learn from this analysis? Beyond confirming CADE’s findings for the collu-

sive phase, our contribution lies in showing that, after enforcement, traditional signs of over-

pricing weaken, but statistical patterns persist that are consistent with strategies that may

sustain coordination in new forms, leaving fewer detectable traces in econometric screens.
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By integrating econometric and machine learning tools, we uncover endogenous patterns of

bid concentration, asymmetry, and figurative participation that may extend beyond the for-

mal end of the cartel. Methodologically, this demonstrates the value of combining classical

and modern approaches to strengthen cartel detection. From a policy perspective, it sug-

gests that competition authorities can benefit from such hybrid frameworks to flag suspicious

behavior and prioritize audits even when explicit price inflation is no longer observable.
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Appendix A International Cartels in Industrial and Med-

ical Gases

A well-documented example of collusion is case COMP/E-3/36700 in the Netherlands, which

concerns the formation of a cartel in the industrial and medical gases sector. In 2002,

the European Commission fines seven producers (NV Hoek Loos, AGA AB, Air Liquide

BV, Air Products Nederland BV, BOC Group Plc, Messer Nederland BV, and Westfalen

Gassen Nederland BV) a total of €25.72 million for participating in the cartel between

September 1993 and December 1997. The agreement covers the supply of various gases and

involves coordinated practices to keep prices artificially high and to set minimum prices. The

companies also agree not to trade with each other’s existing customers for two to five months

each year, which allows them to implement price increases and maintain agreed commercial

conditions. Beyond the Dutch case, the European Commission also reports other cartel

occurrences in the sector.26

In Latin America, Argentina, Peru, and Chile also record convictions in the medical

gases sector during the 1990s and 2000s (Gutiérrez 2009). In Argentina, administrative case

No. 064-011323/2001, investigated by the Comisión Nacional de Defensa de la Competencia

(CNDC), covers the years 1997 to 2002. In 2005, the CNDC convicts Praxar Argentina

S.A., Air Liquide Argentina S.A., Messer Argentina S.A., AGA S.A., and Indura Argentina

S.A. for coordinating actions to restrict competition in the supply of gases to hospitals and

sanatoriums in Buenos Aires. The companies divide the market by refusing to participate in

certain public tenders and private bids for oxygen. These practices allow them to appropriate

excess profits through inflated prices, forcing healthcare institutions to contract at above-

market values. The CNDC imposes fines of US$70 million on the firms involved.

26. Cases: i) COMP/M.1630 - Air Liquide/BOC; ii) COMP/M.1641 - Linde/AGA; iii) IV/M.990 - Hage-
meyer/ABB Asea Skandia.
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In Peru, resolution No.1167-2013/SDC-INDECOPI by the Instituto Nacional de Defensa

de la Competencia y de la Protección de la Propiedad Intelectual (Indecopi) condemns Messer

Gases del Perú S.A., Linde Gas Perú S.A., and Praxair Perú SRL for dividing tenders for

medicinal oxygen called by the Seguro Social de Salud del Perú (EsSalud) between 1999

and 2004. The companies allocate zones among themselves and manipulate bidding by

either abstaining from participation or offering disqualifying prices, which ensures that one

of them wins the contract. They repeat this scheme across the northern, central, and southern

regions, eliminating competition and securing illegal profits.

A similar case arises in Chile. In September 2006, in case No.43/2006, the Tribunal de

Defensa de La Libre Competencia (TDLC) convicts Air Liquide Chile S.A., Indura S.A.,

AGA S.A., and Praxair Chile Limitada for coordinating conduct in public procurement con-

tracts with the Central Abastecimientos Sistema Nacional Servicios de Salud (CENABAST)

between 2001 and 2004. The companies divide markets and allocate customers to restrict

competition and discriminate against buyers. In 2007, however, the Chilean Supreme Court

annuls the ruling, which sparks significant debate in the country.

Overall, cartel behavior in the gas sector reflects conditions. High fixed and sunk costs,

the need for specialized technology, and the requirement of a well-established distribution

network to serve industrial and healthcare demand all hinder new entry and create fertile

ground for collusion.

Appendix B Data Collection and Processing

This Appendix details how we collected and processed the data from ComprasNet. Each

auction begins when a public agency defines the lots to be purchased. A lot consists of an

indivisible quantity of a specific good or service. The agency sets a reserve price based on

at least three market quotes and publishes a public notice with detailed descriptions of the
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lots, reserve prices, and participation rules. Figure B.1 summarizes these steps.

Figure B.1: Stages of an Electronic Auction on ComprasNet

Auctions follow a sudden-closing rule in which, within a 30-minute window, the session

ends at a random moment.27 Bids must be placed manually since there is no proxy system

like on eBay.28 This manual process generates rich timing data, enabling us to analyze

competitive intensity by examining bids placed seconds before closing.

Collecting these data posed significant challenges. ComprasNet requires manual entry of

search parameters, CAPTCHA validation, and individual navigation through each auction

page. With around 850,000 auctions available when our research began, manual collection

27. This design is similar to the “candle auctions” historically used in France and Great Britain. Between
2008 and 2011, the Brazilian government gradually adopted this rule, which remained until 2015 (Menegatti
2020).

28. On eBay, bids automatically increase up to the reservation price, while on ComprasNet, firms must
manually lower bids, creating frictions (Celiktemur and Szerman 2012).
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was infeasible. We built an automated web scraping system that combines Convolutional

Neural Networks to bypass CAPTCHA restrictions and Selenium to interact with the browser

(Patnaik, Babu, and Bhave 2021). Figure B.2 shows the step-by-step process we developed.

We then standardized all measurement units to cubic meters (m3) and deflated monetary

values to January 2010 prices using the Broad Consumer Price Index (IPCA). The resulting

dataset includes detailed information on auction dates, bidder identities, geographic loca-

tions, product specifications, reserve prices, bid timing, and final contract values.

Figure B.2: Automated Data Collection Process
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Appendix C Bidder-Identity Diagnostics Among Accused

Firms: Co-bidding and Group Stability

This appendix reports descriptive bidder-identity diagnostics designed to complement the

auction-level screening variables used in the econometric and machine-learning analyses.

Throughout, we restrict attention to the set of firms accused by CADE (henceforth, “CADE-

accused firms”). A large part of the bid-rigging literature emphasizes that collusion is facili-

tated by repeated interaction and stable competitive environments, which make monitoring

and punishment more credible (Stigler 1964; Green and Porter 1984; Marshall and Marx

2007). While our core empirical strategy focuses on auction-level distributional screens and

bid-intensity measures, these screens can be more informative when interpreted alongside

basic evidence on whether the same suppliers repeatedly face each other across tenders. We

therefore document co-bidding patterns and the stability of bidder groups over time among

CADE-accused firms.29

Subsection C.1 Pairwise co-bidding and the Jaccard index

We begin with a simple measure of repeated interaction among CADE-accused firms: how

frequently two accused firms appear together in the same auction within a given subperiod.

For each firm pair, we report the number of auctions in which both firms submit at least one

phase-2 bid, and the corresponding share of auctions in that subperiod. These co-bidding

frequencies provide an immediate picture of whether the auction environment faced by the

procurement authority is characterized by stable rivalry among the same accused firms.

29. All diagnostics in this appendix are computed for the CADE-accused firms only, with identities reported
using firm names as defined in the replication script’s mapping between cartel codes and company names. A
firm is treated as participating in an auction if it submits at least one time-stamped bid in the negotiation
stage (phase 2) of the pregão eletrônico. This definition uses the full sequence of phase-2 submissions, so
unsuccessful participation and bid revisions are incorporated by construction.
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Because some firms participate more often than others, raw co-bidding counts can partly

reflect differences in overall activity. We therefore also report a normalized similarity mea-

sure: the Jaccard index (Jaccard 1901; Real and Vargas 1996). Intuitively, the Jaccard index

asks: among the auctions in which at least one of the two firms participates, what fraction

includes both? The index ranges from 0 (the firms never appear together) to 1 (whenever

one appears, the other appears as well). This normalization is widely used for set similarity

because it compares co-occurrence relative to total exposure rather than absolute counts

(Manning, Raghavan, and Schütze 2008; Newman 2010).

Table C.1: Most Frequent Co-bidding Pairs Among CADE-Accused Firms, by Subperiod
Period Pair Co-auctions Share Jaccard

Cartel (2006–2010) (Air Liquide Brasil, IBG) 42 52.5% 0.583
(Air Liquide Brasil, Air Products Brasil) 32 40.0% 0.508
(White Martins, Air Liquide Brasil) 31 38.8% 0.388
(White Martins, IBG) 27 33.8% 0.355
(Air Products Brasil, IBG) 25 31.2% 0.403
(White Martins, Linde Gases) 24 30.0% 0.400
(Linde Gases, Air Liquide Brasil) 24 30.0% 0.338
(Linde Gases, IBG) 22 27.5% 0.338
(AGA, Air Liquide Brasil) 22 27.5% 0.355
(AGA, IBG) 21 26.2% 0.382

Post-cartel I (2010–2015) (White Martins, Air Liquide Brasil) 148 53.4% 0.567
(White Martins, Linde Gases) 135 48.7% 0.509
(White Martins, IBG) 131 47.3% 0.508
(Linde Gases, Air Liquide Brasil) 105 37.9% 0.449
(Air Liquide Brasil, IBG) 98 35.4% 0.426
(Linde Gases, IBG) 94 33.9% 0.418
(White Martins, Air Products Brasil) 18 6.5% 0.075
(Air Liquide Brasil, Air Products Brasil) 18 6.5% 0.100
(Air Products Brasil, IBG) 16 5.8% 0.099
(Linde Gases, Air Products Brasil) 10 3.6% 0.056

Post-cartel II (2015–2019) (White Martins, IBG) 232 56.4% 0.570
(White Martins, Air Liquide Brasil) 206 50.1% 0.524
(White Martins, Linde Gases) 161 39.2% 0.411
(Air Liquide Brasil, IBG) 159 38.7% 0.450
(Linde Gases, IBG) 143 34.8% 0.443
(Linde Gases, Air Liquide Brasil) 112 27.3% 0.357
(White Martins, Air Products Brasil) 28 6.8% 0.077
(Linde Gases, Air Products Brasil) 26 6.3% 0.133
(Air Products Brasil, IBG) 22 5.4% 0.077
(Air Liquide Brasil, Air Products Brasil) 13 3.2% 0.051

Notes: Co-auctions count how many auctions in the subperiod include at least one phase-2 bid from both firms in the pair.
The Jaccard index is a normalized co-bidding measure: it equals the co-auction count divided by the number of auctions
in which at least one of the two firms participates. Shares are computed relative to the total number of auctions in the
corresponding subperiod (within the filtered dataset used for this appendix).

In this setting, higher Jaccard values indicate greater stability in pairwise interaction,
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which may facilitate coordination and monitoring, but may also reflect non-collusive fac-

tors such as geography, capacity constraints, contracting specialization, or entry barri-

ers. Accordingly, we interpret co-bidding and Jaccard patterns as contextual evidence that

complements—rather than replaces—the auction-level screens used in the main analysis. Ta-

ble C.1 shows that co-bidding among CADE-accused firms is highly concentrated in a small

number of recurring pairs in all three subperiods. In the cartel period, several pairs co-

appear in roughly one-third to one-half of auctions, and the corresponding Jaccard indices

indicate substantial overlap in participation sets, consistent with a stable set of repeated

rivals. This concentration persists after 2010: the same leading pairs remain among the

most frequent co-bidders, and their co-auction shares are of comparable magnitude across

subperiods. At the same time, co-bidding is not uniform within the accused group: pairs

involving Air Products Brasil appear much less frequently and have lower Jaccard values,

indicating that repeated interaction is concentrated among a core subset of suppliers.

Subsection C.2 Stability of bidder groups (bidder sets)

Pairwise co-bidding captures repeated interaction between two firms, but coordination (or

market structure) can also operate at the level of groups. We therefore summarize the most

common bidder sets formed by CADE-accused firms in each subperiod, where a bidder set

is simply the set of accused firms that submit at least one phase-2 bid in the auction. We

report how frequently each exact set occurs and its share of auctions in the subperiod. If

a small number of bidder sets recur often, this indicates that the procurement environment

is relatively stable in terms of who competes against whom, a condition that can support

collusion in repeated-game settings (Stigler 1964; Green and Porter 1984). At the same time,

repeated bidder sets can arise under non-collusive explanations (e.g., logistical feasibility,

contracting requirements, or procurement standardization). For this reason, we interpret

bidder-set stability as a transparency check that informs the interpretation of screening

43



outcomes and cluster assignments rather than as a stand-alone test.

Table C.2: Most Common Bidder Sets Among CADE-Accused Firms, by Subperiod
Period Bidder set Auctions Share of auctions

Cartel (2006–2010) (AGA, Air Liquide Brasil, Air Products Brasil, IBG) 10 12.5%
(White Martins, Linde Gases, IBG) 9 11.2%
(White Martins, Linde Gases, Air Liquide Brasil) 8 10.0%
(White Martins) 7 8.8%
(Linde Gases, Air Liquide Brasil, IBG) 7 8.8%

Post-cartel I (2010–2015) (White Martins, Linde Gases, Air Liquide Brasil) 42 15.2%
(White Martins, Air Liquide Brasil, IBG) 39 14.1%
(White Martins, Linde Gases, Air Liquide Brasil, IBG) 38 13.7%
(White Martins, Linde Gases, IBG) 36 13.0%
(White Martins) 30 10.8%

Post-cartel II (2015–2019) (White Martins, Air Liquide Brasil, IBG) 64 15.6%
(White Martins, Linde Gases, Air Liquide Brasil, IBG) 62 15.1%
(White Martins, IBG) 50 12.2%
(White Martins, Air Liquide Brasil) 46 11.2%
(White Martins) 38 9.2%

Notes: Bidder sets are constructed using CADE-accused firm identities only (codes 1–6 in the underlying data; code 0
aggregates non-cartel firms and is excluded in this appendix). Firm-code mapping: 1 = White Martins; 2 = Linde Gases;
3 = AGA; 4 = Air Liquide Brasil; 5 = Air Products Brasil; 6 = IBG.

Table C.2 complements the pairwise evidence by showing that auctions are frequently

characterized by a limited number of recurring bidder sets among CADE-accused firms. In

each subperiod, the most common sets involve a core group of large suppliers and account

for a nontrivial share of auctions, indicating that the competitive environment is relatively

stable in terms of which accused firms meet in the negotiation stage. The recurrence of closely

related sets – often differing by the presence or absence of a single firm – also suggests that

entry and participation among accused firms varies at the margin around a stable core.

As emphasized above, these patterns are descriptive and may reflect both repeated-game

conditions that facilitate coordination and non-collusive determinants of participation such

as geography, capacity, and eligibility constraints.

Subsection C.3 Relationship to screening results and limitations

These bidder-identity diagnostics complement the main screening analysis in two ways. First,

they document whether the auction environment involves repeated interaction and stable
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supplier configurations among the CADE-accused firms, which affects how distributional

screens and bid-intensity measures should be interpreted. Second, when combined with the

machine-learning cluster assignments, they provide a simple check of whether clusters ex-

hibiting stronger screening signals also tend to involve more persistent co-bidding patterns

or more concentrated bidder sets among the accused firms. Importantly, these descriptive

diagnostics do not establish collusion on their own; they provide relational context consis-

tent with multiple mechanisms, including structural dominance, eligibility constraints, or

capacity-driven sorting.

Finally, this appendix focuses on CADE-accused firms because the empirical narrative

centers on the accused group and the legal-institutional timeline. Extending similar diag-

nostics to the full set of bidders, or constructing richer relational measures (e.g., bidder-pair

histories at the agency–product level), are natural extensions, but our objective here is to

provide a parsimonious and transparent bidder-identity layer that addresses concerns about

repeated interaction and unsuccessful participation while keeping the core empirical frame-

work unchanged.

Appendix D Complementary Evidence for the Economet-

ric Screening

This appendix provides two descriptive complements to the screening regressions in Sec-

tion 5. First, it visualizes the time profile of reserve-normalized bids for CADE-accused and

non-accused firms. Second, it reports a simpler split-sample OLS specification estimated

separately within each subperiod, which serves as a robustness benchmark for the richer in-

teraction model in Table 2. Neither exercise is intended to deliver causal identification; both

are meant to make the patterns summarized by the regression coefficients easier to inspect.

Figure D.1 plots individual Phase-2 bids normalized by the contracting authority’s reserve
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price, distinguishing bids submitted by CADE-accused firms from bids submitted by other

suppliers. The figure is informative for two reasons. First, it makes the post-2010 decline

in normalized bids visually transparent, including a noticeable change around CADE’s 2010

decision date. Second, it shows that the coefficient pattern discussed in Section 5 corresponds

to a broad shift in the distribution of normalized bids over time rather than being driven by

a small number of outliers. Consistent with the regression evidence, normalized bids from

CADE-accused firms tend to be higher during 2006–September 2010 and lower relative to

other firms in the post-2010 subperiods. The figure should be read as descriptive support for

the screening interpretation, not as evidence that enforcement caused the observed break.

Figure D.1: Evolution of reserve-normalized bids over time

This visualization follows the descriptive logic proposed by Ishii (2009), who represents

winning bids normalized by reserve prices in repeated procurement auctions to highlight

distributional patterns consistent with collusive behavior. Figure D.1 applies the same em-

pirical intuition to the Brazilian medical gas procurement market, providing a graphical

complement to the regression-based screening results.

Table D.1 reports a simpler specification estimated separately for each subperiod. Within

each subsample, the regression relates the log reserve-normalized bid to standard auction
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controls (e.g., number of competitors and lot characteristics) and an indicator for whether

the bidder is among the CADE-accused firms. Unlike the interaction model in Section 5, this

approach does not impose a common coefficient structure across the full sample and does

not directly model differential post-2010 changes through interaction terms. For this reason,

it is less suitable for discussing strategic adaptation or systematic shifts in the accused–non-

accused gap, and we use it only as a robustness benchmark. The qualitative sign pattern

matches the main results: the cartel indicator is positive in the 2006–2010 subsample and

negative in the two post-2010 subsamples.

Table D.1: Split-sample benchmark OLS regressions (by subperiod)
2006 to 2010 2010 to 2015 2015 to 2019

(1) (2) (3) (4) (5) (6)

Constant - -0.223 - -0.475*** - -0.431***
- (0.196) - (0.115) - (0.107)

Number of competitors -0.450*** -0.166 -0.078 -0.066*** -0.253*** -0.218**
(0.120) (0.138) (0.059) (0.079) (0.067) (0.074)

Number of items 0.003 -0.004 -0.006 -0.007 -0.007 -0.010*
(0.007) (0.010) (0.007) (0.007) (0.005) (0.005)

Firm.Cartel 0.017 0.091 -0.055* -0.110*** -0.140*** -0.097*
(0.042) (0.067) (0.030) (0.030) (0.027) (0.038)

Winner.Year 0.069 0.488** 0.901*** 0.892** 0.638*** 0.543***
(0.234) (0.152) (0.227) (0.263) (0.183) (0.141)

FE.Time Yes No Yes No Yes No
FE.Product Yes No Yes No Yes No
FE.Region Yes No Yes No Yes No

R-Squared 0.253 0.292 0.342 0.363 0.359 0.369
F-Statistic 0.000 0.000 0.000 0.000 0.000 0.000
Observations 3,483 3,483 8,487 8,493 7,919 7,923
Note 1: * p < 0.10, ** p < 0.05, *** p < 0.01

Note 2: Standard errors (in parentheses) are heteroskedasticity-robust and two-way clustered at the firm and auction.

Taken together, the figure and the split-sample benchmark regressions reinforce the de-

scriptive pattern documented by the interaction model: the accused–non-accused difference

in reserve-normalized bids is positive in the CADE-defined cartel subperiod and negative

afterward. These complements improve transparency but do not alter the interpretation of

the econometric evidence screening rather than causal inference.
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Appendix E Machine Learning Methods

Subsection E.1 Gaussian Mixture Clustering Model (GMCM)

The Gaussian Mixture Clustering Model views the data as a combination of multiple Gaus-

sian probability distributions, each corresponding to a potential cluster (Dempster, Laird,

and Rubin 1977; McLachlan 1982; Bishop and Nasrabadi 2006; Izenman 2008). Unlike

simpler approaches such as K -means, which rely on geometric distances, GMCM explicitly

models the density of the data. Each group is characterized by a mean vector, a covari-

ance matrix, and a mixing weight that reflects the relative importance of the component in

the overall distribution. This formulation provides flexibility to capture clusters of different

shapes and orientations.

Formally, let X = {x1, . . . , xN} denote N observations of a D-dimensional variable.

GMCM assumes that each observation xn is drawn from a mixture of K Gaussian distribu-

tions. The density of xn is given by:

p(xn) =
K∑
k=1

πk N (xn|µk,Σk), (E.1)

where πk is the mixing proportion of cluster k, µk is its mean vector, and Σk is its covariance

matrix. The Gaussian likelihood takes the form:

N (xn|µk,Σk) =
1

(2π)D/2|Σk|1/2
exp

(
−1

2
(xn − µk)

TΣ−1
k (xn − µk)

)
. (E.2)

The parameters (πk, µk,Σk) are estimated using the Expectation–Maximization (EM)

algorithm. The E-step computes posterior probabilities of cluster membership, while the

M-step updates the parameters to maximize the log-likelihood of the observed data. The

Bayesian Information Criterion (BIC) is commonly used to select the optimal number of
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clusters K, with lower values indicating a better balance between model fit and complexity.

The choice of covariance specification greatly affects the clustering. A full specification

allows each cluster to have its own covariance matrix, producing highly flexible ellipsoidal

shapes. A tied specification forces all clusters to share a common covariance matrix, which

simplifies interpretation. Diagonal and spherical structures further reduce complexity by

imposing additional restrictions, generating clusters that align with coordinate axes or have

equal spread in all directions, respectively.

Subsection E.2 Quadratic Discriminant Analysis (QDA)

Quadratic Discriminant Analysis is a supervised classification method that, like GMCM,

assumes that the data within each group follow a Gaussian distribution (Williams 1982).

While GMCM identifies clusters without prior labels, QDA uses those labels — such as the

ones generated by GMCM — as the outcome variable for classification.

Given a dataset {(x1, y1), . . . , (xN , yN)}, where xn represents the predictors and yn the

class label, QDA assigns each xn to the class k that maximizes the posterior probability:

k = argmax
l

πl N (xn|µl,Σl), (E.3)

where πl is the prior probability of class l, µl and Σl are its estimated mean and covariance

matrix, and N denotes the Gaussian density. By allowing each class to have its own covari-

ance matrix, QDA generates quadratic decision boundaries between groups. This flexibility

makes it more general than Linear Discriminant Analysis (LDA), which restricts all groups

to share a common covariance matrix. Importantly, QDA’s Gaussian formulation ensures

consistency with GMCM, creating coherence between clustering and classification.
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Subsection E.3 Permutation Importance (PI)

Permutation Importance provides a model-agnostic way to measure how strongly each pre-

dictor contributes to classification accuracy (Altmann et al. 2010). The idea is simple: if

shuffling the values of a variable reduces predictive accuracy, then that variable carries impor-

tant information for distinguishing between classes. Conversely, if randomization produces

little or no change, the predictor is less relevant. The procedure involves four steps. First, a

classification model (QDA) is trained using all predictors and the cluster labels from GMCM

as the target. Second, the model’s baseline performance is recorded on a hold-out set. Third,

the values of one predictor are randomly permuted, breaking its relationship with the out-

come, and the resulting performance drop is measured. This process is repeated for each

variable. Finally, predictors are ranked according to the size of the decrease in predictive ac-

curacy. Variables associated with the largest declines are deemed most influential in shaping

the cluster structure.

Appendix F Analyses of the Statistical Predictors

For each auction in our sample, we calculate three statistics: the coefficient of variation,

kurtosis, and skewness. Figure F.1 displays the dispersion of these measures across contracts,

with one panel for each statistic. The figure is divided into three subperiods: (i) from

the beginning of the sample until CADE’s cartel conviction in September 2010, (ii) from

the conviction until the annulment of the sentence in October 2015, and (iii) the post-

annulment period beginning in late 2015. Two vertical red dashed lines mark the conviction

and annulment dates. Lighter points correspond to the cartel period, medium-tone points

represent the interim post-cartel period, and darker points represent the period after the

annulment. A first inspection of the scatter plots reveals no obvious structural break. The
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only potential shift appears in the coefficient of variation panel, where values seem to rise

after the cartel period. The other two statistics display broadly similar distributions across

time. Visual inspection alone, however, cannot confirm collusion, as subtle patterns may

remain hidden. For this reason, we complement the graphical evidence with statistical tests.

Figure F.1: Dispersion of Statistical Predictors by Contract

For the coefficient of variation, the mean is lower during the cartel period than in both

post-cartel phases, which the literature interprets as a potential signal of collusion: cartels

often reduce bid dispersion while inflating prices. The Kolmogorov–Smirnov tests generally

reject the null that the subsamples follow the same distribution, with the exception of the

“Cartel vs Post-Cartel 1” comparison, where the p-value is exactly at the 5% threshold. The

Mann–Whitney tests further indicate that mean differences are statistically significant in
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most cases. Overall, these results suggest that the coefficient of variation provides initial

evidence of collusive behavior.

Table F.1: Statistical Tests of the Distributions of the Coefficients of Variation
Test of Test of

Mean Kol.-Smirnov Mann-Whitney

Sample Before After Statistic p-value Statistic p-value

Coefficient of Variation

Cartel vs Post-cartel 1 0.172 0.213 0.146 0.135 9,519 0.017
Cartel vs Post-cartel 2 0.172 0.240 0.247 0.000 12,503 0.000
Post-cartel 1 vs Post-cartel 2 0.213 0.240 0.129 0.006 54,971 0.023

Kurtosis

Cartel vs Post-cartel 1 2.297 2.346 0.057 0.985 11,498 0.979
Cartel vs Post-cartel 2 2.297 2.250 0.106 0.431 18,203 0.298
Post-cartel 1 vs Post-cartel 2 2.346 2.250 0.124 0.009 66,053 0.063

Skewness

Cartel vs Post-cartel 1 -0.043 0.020 0.081 0.802 10,952 0.050
Cartel vs Post-cartel 2 -0.043 -0.249 0.144 0.118 19,198 0.061
Post-cartel 1 vs Post-cartel 2 0.020 -0.249 0.178 0.000 72,425 0.000

Note 1 - Kolmogorov-Smirnov: checks whether two samples come from the same distribution.
Note 2 - Mann-Whitney: Test for difference in means in samples with non-normal distributions.
Note 3 - Shapiro-Wilk e Bartlett: normality and variance tests (omitted) were conducted, and all samples rejected H0.

Kurtosis tells a different story. Mean values remain positive and similar across all three

periods. During the cartel phase, kurtosis is slightly lower than in Post-Cartel 1, but higher

than in Post-Cartel 2. Since the literature associates higher kurtosis with collusion — reflect-

ing bids concentrated around specific values — it is notable that kurtosis remains consistently

positive, even if not statistically different across subsamples. The Kolmogorov–Smirnov test

fails to reject equality of distributions in most comparisons, except between Post-Cartel 1

and Post-Cartel 2. The Mann–Whitney tests also confirm no significant differences in mean

values. Still, the persistent positive kurtosis throughout the sample indicates that bids often

converge, suggesting limited independence across firms and raising concerns of possible coor-

dination. Finally, skewness provides additional insights. During the cartel period, skewness

is negative, a pattern commonly associated with cover bidding, where colluding firms submit
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artificially high bids to favor a designated winner. After CADE’s conviction, in Post-Cartel

1, skewness turns positive (on average), consistent with a temporary reduction in cover bid-

ding practices. This may reflect a deterrent effect: firms facing an ongoing investigation have

stronger incentives to avoid suspicious behavior that could strengthen the allegations. After

the annulment in Post-Cartel 2, however, the average skewness again turns negative, pointing

to a possible return of cover bidding practices. Statistical tests partly support this interpreta-

tion: the Kolmogorov–Smirnov and Mann–Whitney results show mixed evidence, with some

comparisons indicating distinct distributions and others suggesting similarity. Nonetheless,

the reappearance of negative skewness after the annulment adds weight to the suspicion of

renewed coordination. In sum, the statistical predictors highlight potential signs of collusion.

The coefficient of variation is lower during the cartel period, kurtosis remains persistently

positive, and skewness turns negative in periods associated with collusive risk. While no

single measure provides definitive proof, together they raise credible concerns about bid

coordination, particularly during the years identified by CADE as marked by cartel activity.

53



Appendix G Additional Results

Figure G.1: Optimal Number of Clusters in each Subperiod
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